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Finite Automata

Finite Automata are abstract machines used in computer science to model
computation and recognize patterns within input data. They are fundamental in the
study of automata theory and formal languages.

Types of Finite Automata:

1. Deterministic Finite Automata (DFA):

- Definition: A DFA is a finite state machine where for each state and input
symbol, there is exactly one transition to a next state.
« Characteristics:
o Deterministic: No ambiguity in state transitions.
o Can be represented by a 5-tuple (Q, £, 8, go, F):
= Q: Finite set of states.

2: Finite set of input symbols (alphabet).
6: Transition function (Q x £ - Q).

Jo: Start state (qo € Q).

F: Set of accept states (F € Q).

2. Nondeterministic Finite Automata (NFA):

- Definition: An NFA is a finite state machine where for a given state and input
symbol, there can be multiple possible next states or no transition at all.
« Characteristics:
o Non-deterministic: Multiple possible transitions.
o Can be represented by a 5-tuple (Q, £, 8, go, F):
= Q: Finite set of states.

2: Finite set of input symbols (alphabet).

&: Transition function (Q x £ - P(Q), where P(Q) is the power set of
Q).

Jo: Start state (qo € Q).

F: Set of accept states (F € Q).

Structural Representations:

1. State Diagrams:



« Visual representations of automata, showing states as circles and transitions
as arrows between states.

2. Transition Tables:

« Tabular representation of state transitions where rows represent current
states, columns represent input symbols, and table entries represent next
states.

Automata and Complexity:

- Complexity of Finite Automata:
o Time Complexity: Typically O(n) for processing a string of length n.

o Space Complexity: Depends on the number of states and the size of the
alphabet.
« Equivalence:
o Any language recognized by an NFA can also be recognized by a DFA. Thus,
NFAs and DFAs are equivalent in terms of the class of languages they can
recognize.

Central Concepts of Automata Theory:

1. Alphabets:

« An alphabet () is a finite set of symbols used to construct strings and
languages. For example, X = {0, 1} for binary strings.

2. Strings:

« A string is a finite sequence of symbols from an alphabet. For example, “101”
is a string over the alphabet {0, 1}.

3. Languages:

« Alanguage is a set of strings over an alphabet. For example, the language of
all strings containing an even number of Os.

4. Problems:

« Membership Problem: Determining if a given string is in a language
recognized by an automaton.

« Equivalence Problem: Determining if two automata recognize the same
language.

« Minimization Problem: Finding the smallest DFA equivalent to a given DFA.

Nondeterministic Finite Automata (NFA)
Formal Definition:

A Nondeterministic Finite Automaton (NFA) is a theoretical model of computation
that allows for multiple transitions for a given state and input symbol. It can be in



multiple states at once or transition to several states.
Formal Definition:
An NFA is defined by a 5-tuple (Q, %, 8, o, F), where:

» Q: Finite set of states.
« X: Finite set of input symbols (alphabet).

« &: Transition function, 6: Q x £ - P(Q), where P(Q) is the power set of Q. This
means 6(q, a) can be a set of states, not just a single state.

» ¢o: Start state (qo € Q).
« F: Set of accept states (F € Q).

Application:
Text Search:

Nondeterministic Finite Automata are particularly useful in text search algorithms due
to their ability to represent patterns with flexible matching rules. For instance:

- Regular Expressions: NFAs are often used to implement regular expressions,
allowing for efficient pattern matching in text search algorithms.

« Pattern Matching: When searching for a pattern in a text, an NFA can be used to
represent the pattern. The NFA processes the text and determines if the pattern
occurs by transitioning through states according to the input text.

Finite Automata with Epsilon-Transitions:

Epsilon-Transitions (e-transitions): These are transitions that occur without
consuming any input symbol. An NFA with e-transitions can move from one state to
another without reading a symbol from the input string.

Formal Definition of NFA with Epsilon-Transitions:
An NFA with e-transitions is defined by a 6-tuple (Q, X, 8, qo, F, €), where:

Q: Finite set of states.

X: Finite set of input symbols (alphabet).

&: Transition function, 8: Q x (£ U {€}) © P(Q). This function now includes ¢-
transitions.

Jo: Start state (go € Q).
F: Set of accept states (F c Q).

€: Epsilon transitions, allowing moves between states without consuming input.

Applications:

1. Pattern Matching:



« Epsilon-transitions simplify the representation of certain patterns in regular
expressions, making it easier to construct NFAs for complex patterns.

2. Compiler Design:

« NFAs with e-transitions are used in lexical analysis to recognize tokens in
source code efficiently.

3. Conversion to DFA:

« Any NFA with e-transitions can be converted into an equivalent DFA
(deterministic finite automaton) using the e-closure technique, where the ¢-
closure of a state is the set of all states reachable from it via e-transitions
alone.

4. Regular Expression Matching
5. Lexical Analysis

6. natural language Processing
7. data mining

8. Network Security

Example:

Consider a pattern ab* where * denotes zero or more occurrences of b. An NFA with
e-transitions for this pattern might include:

« A state for matching a.
» An e-transition leading to a state that matches b zero or more times.

« Another e-transition from the b-matching state to the accept state, allowing for
transitions without consuming additional symbols.

Conversion Process:

1. Create an NFA for the pattern with e-transitions.
2. Compute the e-closure for each state.

3. Convert the £-NFA to a DFA by considering the sets of states reachable via -
transitions and input symbols.

Deterministic Finite Automata (DFA)
Definition of DFA:
A Deterministic Finite Automaton (DFA) is a theoretical model of computation where:

« For each state and input symbol, there is exactly one transition to a next state.



» It does not allow for multiple or e-transitions.
Formal Definition:
A DFA is defined by a 5-tuple (Q, £, 8, go, F), where:

« Q: A finite set of states.

X: A finite set of input symbols (alphabet).

6: A transition function, 6: Q x £ = Q, which maps a state and an input symbol to
a single next state.

go: The start state (go € Q).
F: The set of accept states (F € Q).

How a DFA Processes Strings:

1. Initialization: Start in the initial state qo.

2. Processing: For each symbol in the input string, transition to the next state
according to the transition function 6.

3. Acceptance: After processing the entire string, if the DFA ends in one of the
accept states (F), the string is accepted by the DFA. Otherwise, it is rejected.

Example:

For a DFA with states Q = {g0, q1}, alphabet X = {0, 1}, 6 defined as:

* 6(q0,0) =90

* 6(q0, 1) =q1

* 6(q1,0) =90

« 6(91,1) =q1

» 0 is the start state
- F={qT}

The DFA accepts strings with an odd number of 1s. Processing the string "101" would
lead from g0 = g1 - g1 = g0, which is not an accept state, so "101" is rejected.

The Language of DFA:

The language of a DFA is the set of all strings that the DFA accepts. Formally, if a DFA
M =(Q,X,6,q,F), then the language L(M) is defined as:

L(M) ={w e X*| 3(q,w) € F}
where X* is the set of all possible strings over the alphabet X.
Conversion of NFA with e-Transitions to NFA without e-Transitions:

To convert an NFA with e-transitions to an NFA without e-transitions:



1. Compute e-Closure:
» For each state q, compute the e-closure of g, which is the set of states
reachable from ¢ using only e-transitions.
2. Update Transition Function:

« For each state ¢ and input symbol a, define the new transition function ¢ for
the NFA without e-transitions:
(g, @) = Upes-closure(q) 5(P> @)

« This means that to determine the transition from state ¢ on input a, you need
to consider all states reachable from q via e-transitions and then look at their
transitions on a.

3. Set Start State and Accept States:

« The start state for the NFA without e-transitions is the e-closure of the start
state of the original NFA.

« The accept states are those that are reachable from any state in the €-
closure of the original accept states.

Conversion of NFA to DFA:

To convert an NFA to a DFA, you can use the subset construction (powerset
construction) algorithm:

1. Define the DFA:

« The states of the DFA are subsets of the states of the NFA.

« Define the transition function for the DFA based on these subsets.
2. Initial State:

« The initial state of the DFA is the e-closure of the start state of the NFA.

3. Transitions:

« For each subset of states and input symbol, compute the set of states that
can be reached. The transition for each subset is defined by the union of
transitions from all states in the subset.

4. Accept States:

« A subset of states in the DFA is an accept state if it contains at least one of
the accept states of the NFA.

Example:

Given an NFA with states {q0, q1}, transitions 6, start state q0, and accept states {q1},
the subset construction would involve creating a DFA where:



States are subsets like {90}, {q1}, {0, q1}.

Transitions are defined based on moving between these subsets.

The initial state is the e-closure of q0.

Accept states include any subset containing q1.

Unit 2

Regular Expressions

Regular expressions (regex) are sequences of characters that define search patterns,
primarily used for string matching and manipulation. They are widely used in various
programming languages and tools to specify patterns in text.

Finite Automata and Regular Expressions
Connection:

- Regular Expressions and Finite Automata are equivalent in terms of the
languages they can describe. Any language that can be described by a regular
expression can be recognized by a finite automaton, and vice versa.

« Regular expressions provide a concise way to describe patterns, while finite
automata (both DFA and NFA) provide a computational model to recognize those
patterns.

Conversion:

» You can convert a regular expression to a finite automaton and vice versa. This is
useful in various applications, such as text processing and lexical analysis.

Applications of Regular Expressions

1. Text Searching and Manipulation:

« Used in tools like grep, sed, and awk for searching and editing text.

« Common in programming languages (e.g., Python, JavaScript, Java) for
validating input, extracting substrings, and more.

2. Input Validation:
» Validate formats like email addresses, phone numbers, dates, etc.
3. Lexical Analysis:

« In compilers and interpreters, regular expressions are used to define tokens
and patterns in source code.

4. Data Extraction:

« Extract information from structured or unstructured text data.



Algebraic Laws for Regular Expressions

Regular expressions follow certain algebraic laws that allow for simplification and
manipulation. Some key laws include:

1. Identity Laws:
e R-e=R
e RUD=R
2. Null Laws:

e R-0=0
« RUX*=X*(where X*is the set of all strings over the alphabet X)

3. ldempotent Laws:
e« RUR=R
* R-R=R-R
/4. Distributive Laws:
e R-(SUT)=(R-S)U(R-T)
e (RUS)-T=(R-T)U(S-T)
5. Associative Laws:
e R-(S-T)=(R-S)-T
e« RU(SUT)=(RUS)UT
6. De Morgan’s Laws:

« 2(RUS) = —R--§
° —\(RS):—\RU—\S

Conversion of Finite Automata to Regular Expressions

Method:

1. Eliminate States Method:

« Convert a DFA or NFA to a regular expression by systematically eliminating
states and updating transitions.
« Start by creating regular expressions for transitions between states.

« Replace states with equivalent regular expressions until you end up with a
regular expression for the entire automaton.

2. State Elimination Algorithm:

« Step 1: Assign a regular expression to each transition.



« Step 2: Gradually eliminate states, updating regular expressions to account
for the removed state.

« Step 3: Combine the remaining regular expressions to obtain a single
expression representing the entire automaton.

Example:

Consider a DFA with states @ = {qo, ¢1, g2}, transitions, start state qo, and accept states.
The state elimination method involves:

1. Label Transitions: Assign regular expressions to transitions.

2. Eliminate States: Remove intermediate states one by one, updating transitions to
reflect the removal of states.

3. Combine: The final regular expression represents the language accepted by the
DFA.

Pumping Lemma for Regular Languages

The Pumping Lemma for regular languages is a fundamental concept in formal
language theory used to prove that certain languages are not regular. It provides a
property that all regular languages must satisfy and helps in proving the non-regularity
of languages by showing that they do not satisfy this property.

Statement of the Pumping Lemma
The Pumping Lemma states:

For any regular language L, there exists a constant p (known as the pumping length)
such that for any string s in L with length |s| > p, s can be split into three parts, s = zyz,
satisfying the following conditions:

1. Length Constraint: [zy| < p
2. Non-Empty Middle: |y| > 0
3. Pumping Property: For all i > 0, the string zy’z is in L.

Here:

e r and z are substrings of s,
« yis the part that can be "pumped" (repeated any number of times),
» pis apumping length specific to the language L.

Applications of the Pumping Lemma
1. Proving a Language is Not Regular:

The primary use of the Pumping Lemma is to demonstrate that a language is not
regular by contradiction. The process involves:



Assuming the language is regular and, therefore, satisfies the Pumping Lemma.
Finding a string s in the language that, when divided into zyz, fails to satisfy the
conditions of the Pumping Lemma.

Concluding that since the string cannot be pumped as required, the language is
not regular.

Example:

To prove that the language L = {a™" | n > 0} is not regular:

1

. Assume L is regular. Thus, there exists a pumping length p.
2.

Choose a string s = a?b? which is in L and has length |s| > p.

3. Apply the Pumping Lemma: Split s into zyz where |zy| < p and |y| > 0. Since

5.

|zy| < p, y consists only of a's.

. Pump y by setting ¢ # 1. The resulting string zy?z will have more a's than b's, which

isnotin L.
Conclude that L cannot be regular since it fails the Pumping Lemma.

2.1dentifying Non-Regular Languages:

The Pumping Lemma helps identify non-regular languages by testing specific
properties and showing inconsistencies.

3. Understanding the Limitations of Regular Languages:

The Pumping Lemma highlights the limitations of regular languages and their inability
to handle certain patterns or constraints, such as balanced strings or nested
structures.

Example of Using the Pumping Lemma:

Prove that the language L = {a‘t’c* | i = j or j = k} is not regular:

1

. Assume L is regular with a pumping length p.
2.

Choose a string s = a?b?c? in L. Here, i = 5 = k.

3. Split s into zyz where |zy| < p and |y| > 0. The substring y will consist of only a's or

b's.

. Pump y to create strings that break the condition i = j or j = k. For example,

pumping y consisting of a's will result in more a's than b's.

. Conclude that since the resulting strings do not satisfy the language conditions,

L is not regular.

Context-Free Grammars (CFG)

Context-Free Grammars are formal rules used to describe the syntax of programming
languages and other structured data. They are a cornerstone of formal language



theory and are used in the design of compilers and interpreters.

Definition of Context-Free Grammars
A Context-Free Grammar (CFG) is defined by a 4-tuple (V, &, R, S), where:

« V: A finite set of non-terminal symbols. These are placeholders used to define the
language.

« X: A finite set of terminal symbols. These are the actual symbols of the language
(e.g., characters in a string).

« R: Afinite set of production rules, each of the form A — «, where A is a non-
terminal and « is a string consisting of non-terminals and/or terminals.
« S: The start symbol, which is a special non-terminal from which derivations begin.

Example:
Consider the CFG for a simple arithmetic expression:

« V=AE, T, F}

o X ={+ *(,),id}

* R:
T.E>E+T|T
2.T>T*F|F
3.F->(F)]id

- S=E

Derivations Using a Grammar

Derivation is the process of applying production rules to generate strings in the
language defined by a grammar.

1. Start with the start symbol S.

2. Apply production rules to replace non-terminals with other non-terminals and
terminals according to the rules in R.

3. Continue until only terminals remain.
Example of Derivation:

Using the CFG provided:

1. Start with E

2.Apply E—-E+T: E+T
SApply E—-T:T+T
A.Apply T — F: F+T

5. Apply F —id: id+ T

6. Apply T — F:id+ F



/. Apply F — id: id + id
The derived string is id + id.

Leftmost and Rightmost Derivations

» Leftmost Derivation: Always expand the leftmost non-terminal first.
» Rightmost Derivation: Always expand the rightmost non-terminal first.

Example:
For the string id + id with the grammar above:

» Leftmost Derivation:
1.E

E+T

.T'+T

F+T

d+T

cid+ F
7.id +id

» Rightmost Derivation:
1. FE

E+T

.E+F

T+ F

.T+1id

. F+id

cid +id

o O b~ WODN

N OO o A WODN

The Language of a Grammar

The language of a grammar G = (V, X, R, S) is the set of all strings that can be
derived from the start symbol S using the production rules R. Formally:

LG)={we X*| S =*w}
where =* denotes derivation in zero or more steps.

Parse Trees

A parse tree (or derivation tree) represents the syntactic structure of a string derived

from a grammar. It shows how the start symbol is expanded into the string by applying
production rules.

Components of a Parse Tree:



* Root Node: Represents the start symbol.
» Internal Nodes: Represent non-terminals and show how they are expanded.
» Leaf Nodes: Represent terminal symbols (the actual string).

Example:

For the string id + i¢d using the CFG:

/\

_ M — -

id

— Mn — 4 — m

id

Ambiguity in Grammars and Languages

A grammar is ambiguous if there exists at least one string that can be generated by
the grammar in multiple ways, i.e., the string has more than one distinct parse tree.

Implications of Ambiguity:

« Confusion in Parsing: Ambiguity can lead to multiple interpretations of a string,
making it difficult to parse.

- Compiler Design: Ambiguous grammars can cause problems in language design
and compiler implementation.

Example of Ambiguous Grammar:

Consider a CFG for arithmetic expressions:

o V={E, T}

o X ={+ *id}

* R:
T.E>E+T|T

2.T>T*id|id
The string id + id * id can be parsed in two ways:

1. (id + (id * id))
2. ((id + id) = id)



This ambiguity reflects different ways of interpreting the expression due to different
operator precedence.

Resolving Ambiguity:

« Grammar Refactoring: Modify the grammar to remove ambiguity, often by
introducing additional rules or restructuring existing ones.

- Precedence and Associativity Rules: Specify rules for operator precedence and
associativity to disambiguate expressions.

Unit 3
Pushdown Automata (PDA)

Pushdown Automata (PDA) are a type of automaton that extends finite automata
with a stack, allowing them to recognize a broader class of languages known as
context-free languages.

Definition of the Pushdown Automaton
A Pushdown Automaton (PDA) is defined by a 7-tuple (Q, Z, T, 6, 9o, Zo, F), where:

* Q: A finite set of states.

o X: A finite set of input symbols (alphabet).

« I: Afinite set of stack symbols.

« &: A transition function, 6: Q x ¥ x I = P(Q x '*), which maps a state, input
symbol, and stack symbol to a set of possible next states and stack operations.
Here, P denotes the power set (set of possible transitions).

* qo: The start state (qo € Q).

« Zo: The initial stack symbol (Zo € I).

« F: The set of accept states (F € Q).

Note: The stack is used to keep track of additional information that helps the PDA to
recognize context-free languages.

The Languages of a PDA

A Pushdown Automaton (PDA) recognizes context-free languages. The language
accepted by a PDA depends on the mode of acceptance:

1. Acceptance by Final State: A PDA accepts an input string if it ends in an accept
state after processing the entire string.

2. Acceptance by Empty Stack: A PDA accepts an input string if it ends with an
empty stack after processing the entire string.

Languages Recognized:



« The languages that can be accepted by a PDA by final state or empty stack are
equivalent, meaning a language can be recognized by a PDA in either acceptance
mode.

Equivalence of PDA and CFG

Context-Free Grammars (CFGs) and Pushdown Automata (PDAs) are equivalent in
terms of the languages they can describe. Specifically:

« Every context-free language (CFL) can be recognized by a PDA.
» Every language recognized by a PDA can be generated by a CFG.

Proof Outline:

1. From CFG to PDA:

« Construct a PDA that simulates the derivation process of a CFG.
« Use the stack to keep track of the non-terminals and the derivations.

2. From PDA to CFG:

« Construct a CFG that simulates the behavior of a PDA.

« Use non-terminals to represent the possible states and stack configurations
of the PDA.

Example:
For a CFG generating the language L = {a"b" | n > 0}:

- PDA Construction:
o Push a onto the stack when reading a.

o Pop a from the stack when reading b.
o Accept by empty stack when the input is completely processed.

For a PDA recognizing the language:

« CFG Construction:
o Define productions to generate equal numbers of a and b using a stack-like
behavior.

Acceptance by Final State

In acceptance by final state, a PDA accepts an input string if, after processing the
string, the PDA is in one of the accept states and may have any configuration of the
stack.

Process:



1. Start in the initial state with the initial stack symbol.

2. Read the input and transition between states based on the current input symbol
and the top stack symbol.

3. Perform stack operations (push or pop) as defined by the transition function.

4. Check for acceptance: If the PDA ends in an accept state after processing the
entire input string, the string is accepted.

Example:
For a PDA designed to accept the language L = {a"b" | n > 0}:

« Initial State: ¢, with stack symbol Z,.

» Transitions:
o On reading a, push a onto the stack.
o On reading b, pop a from the stack.

» Accept State: If, after processing all input, the PDA ends in an accept state (e.g.,
qs) and the stack contains only Zo.

Turing Machines

Turing Machines are a fundamental model of computation introduced by Alan Turing.
They provide a theoretical framework for understanding computation and are used to
define what it means for a function to be computable.

Introduction to Turing Machines

A Turing Machine is an abstract computational device that manipulates symbols on a
tape according to a set of rules. It is powerful enough to simulate any algorithm and
can be used to define the concept of computability.

Components of a Turing Machine:

1. Tape: An infinite tape divided into cells, each capable of holding a symbol from a
finite alphabet. The tape acts as both input and memory for the machine.

2. Head: A read/write head that moves left or right along the tape, reading and
writing symbols.

3. State Register: A finite set of states, including a start state and one or more halt
states. The state register keeps track of the machine's current state.

4. Transition Function: A set of rules that dictate the machine’s actions based on
the current state and the symbol under the head. The rules specify the symbol to
write, the direction to move the head, and the next state.

Formal Description

A Turing Machine (TM) is formally described as a 7-tuple (Q, Z, T, §, 9o, g_accept,
g_reject), where:



Q: A finite set of states.

X: A finite set of input symbols (alphabet).
I: A finite set of tape symbols (alphabet), where £ € I and includes a special
blank symbol (usually denoted by ).

« &: A transition function, 6: Q x ' - Q x I x {L, R}, which specifies the next state,
the symbol to write, and the direction (Left or Right) to move the head.

+ qo: The start state (qo € Q).

« q_accept: The accept state (g_accept € Q), where the machine halts and
accepts the input.

« q_reject: The reject state (q_reject € Q), where the machine halts and rejects the
input.

Transition Function Example:

« If 8(go, @) = (g1, b, R), then if the machine is in state qo and reads an a on the tape,
it writes b, moves the head to the right, and transitions to state qi.

Instantaneous Description

An Instantaneous Description (ID) of a Turing Machine is a snapshot of the machine's
configuration at a given point in time. It includes:

1. The current state of the machine.
2. The current content of the tape, including the position of the read/write head.

Format:

(g, wi[x]ws)

* q: The current state.

« w_1: The portion of the tape to the left of the head.

« [x]: The symbol currently under the head.

« w_2: The portion of the tape to the right of the head.

Example:

If the tape content is 911[@8]010 and the machine is in state q_2, the instantaneous
description is:
(g2,011[0]010)

The Language of a Turing Machine

The language of a Turing Machine L(M) is the set of all strings that the machine
accepts. Formally:

L(M) = {w | Turing Machine M accepts w}



Acceptance Criteria:

« A string w is accepted by M if, when w is given as input, the Turing Machine
eventually reaches the accept state g,ccept.

« If the machine halts in the reject state g.eject or runs indefinitely without reaching
gaccept, the string is not accepted.

Example:

Consider a Turing Machine that decides whether an input string has an equal number
of @s and 1s. The language accepted by this Turing Machine consists of all strings
with an equal number of 8s and 1s.

Undecidability

Undecidability refers to problems for which no algorithm or computational procedure
can decide the problem in all cases. In other words, there are problems for which no
Turing Machine can always provide a correct yes/no answer for every possible input.

A Language That Is Not Recursively Enumerable

A recursively enumerable (RE) language is a language for which there exists a Turing
Machine that will accept any string in the language and may either reject or run forever
on strings not in the language.

However, not all languages are recursively enumerable. For a language to be RE, there
must be a Turing Machine that accepts exactly those strings in the language.

Example of a Language That Is Not RE:

- The Halting Problem: This is a classic example of a problem that is undecidable
and is not RE. The Halting Problem asks whether a given Turing Machine M halts
on an input string w. While we can simulate M on w and accept if M halts, we
cannot always determine whether M will eventually halt or run forever. Thus, the
set of Turing Machines that halt on a given input is not RE.

Proof Outline:

» Suppose there exists a Turing Machine M that decides whether another Turing
Machine halts. This would imply that M could also decide the Halting Problem
itself, which contradicts the known result that the Halting Problem is undecidable.

An Undecidable Problem That is RE

An undecidable problem is one for which no Turing Machine can decide it in all cases,
meaning there is no algorithm that can provide a correct answer for every input.



However, some undecidable problems are recursively enumerable (RE). This means
that while there is no Turing Machine that can always decide the problem, there is a
Turing Machine that can accept (confirm) strings in the language.

Example of an Undecidable Problem That is RE:

» The Halting Problem: While the Halting Problem is undecidable, it is recursively
enumerable. We can construct a Turing Machine that simulates the given Turing
Machine M on input w. If M halts, the simulator will accept; otherwise, it will run
forever.

Proof Outline:

« Construct a Turing Machine that simulates M on w and accepts if M halts. This
machine can confirm membership in the language of halting Turing Machines but
cannot always decide non-membership (i.e., it might run forever if M does not
halt).

Undecidable Problems About Turing Machines

Undecidable problems about Turing Machines are problems that involve determining
properties or behaviors of Turing Machines themselves and are proven to be
undecidable. These problems often relate to the limitations of computation.

Examples:

1. The Halting Problem: Given a Turing Machine M and an input w, determine
whether M halts on w. As mentioned earlier, this problem is undecidable.

2. The Problem of Checking Equivalence: Given two Turing Machines M; and Mo,
determine whether M; and M, accept the same language. This problem is
undecidable due to the complexity of comparing the behavior of two arbitrary
Turing Machines.

3. The Post Correspondence Problem (PCP): Given two lists of strings, determine
if there is a sequence of indices such that concatenating the corresponding
strings from the first list equals the concatenation of strings from the second list.
The PCP is known to be undecidable.

4. The Problem of Deciding Whether a Turing Machine Accepts a Finite
Language: Given a Turing Machine M, determine whether the language accepted
by M is finite. This problem is undecidable because it involves determining the
extent of the language accepted by M, which is not always possible.

Proof Techniques:



» Reduction: To prove that a problem is undecidable, often a reduction from a
known undecidable problem is used. For example, showing that if you could solve
a new problem, you could solve a known undecidable problem as well.

Unit 4
Introduction to Compiler Design

Compiler Design is the process of creating a compiler, which is a program that
translates code written in one programming language (the source language) into
another language (the target language), typically machine code or intermediate code.
The goal of a compiler is to enable efficient execution of programs by transforming
high-level, human-readable code into low-level, executable code.

The Structure of a Compiler

A typical compiler is divided into several phases, each of which performs a specific
task in the process of translating source code into machine code. The structure of a
compiler generally consists of the following main components:

1. Lexical Analysis

» Purpose: To read the source code and convert it into tokens, which are
meaningful sequences of characters (e.g., keywords, identifiers, operators).
« Components:
o Lexical Analyzer (Scanner): The tool that performs lexical analysis.
o Token: The output of the lexical analyzer, representing the basic building
blocks of the source code.

Example:
For the source code int x = 10;, the lexical analyzer might generate tokens like int,

x,=,10,and ;.

2. Syntax Analysis

« Purpose: To analyze the sequence of tokens generated by the lexical analyzer to
ensure that they conform to the grammatical structure of the programming
language. This phase checks for syntax errors.

 Components:

o Parser: The tool that performs syntax analysis. It generates a parse tree or
abstract syntax tree (AST) based on the tokens.

Example:
For the statement int x = 10;, the parser would check if this statement follows the

correct syntax for variable declaration and assignment in the language.



3. Semantic Analysis

Purpose: To ensure that the source code follows the semantic rules of the
programming language. This phase checks for semantic errors, such as type
mismatches and undeclared variables.
Components:
o Symbol Table: A data structure used to store information about variables,
functions, and other identifiers.
o Semantic Analyzer: The tool that performs semantic analysis, checking the
semantic correctness of the AST.

Example:
For a statement like int x = "string";, the semantic analyzer would identify a type
mismatch because x is declared as an integer but is assigned a string value.

4. Intermediate Code Generation

Purpose: To translate the abstract syntax tree or intermediate representation into
an intermediate code that is independent of the target machine. This intermediate
code is often simpler to optimize and translate into machine code.
Components:
o Intermediate Code Generator: The tool that performs this translation.
Intermediate code can be in various forms, such as three-address code,
quadruples, or a stack-based representation.

Example:
The intermediate code for the expression x = a + b might be represented as:

ti1l=a+b

X

= tl

5. Code Optimization

Purpose: To improve the intermediate code by making it more efficient in terms
of execution speed or memory usage. Optimization can be performed at various
levels (e.g., loop optimization, constant folding).
Components:
o Optimizer: The tool that performs code optimization. It applies various
optimization techniques to enhance the intermediate code.

Example:
Optimizing x = x + @ to just x is a simple optimization that removes unnecessary
operations.



6. Code Generation

» Purpose: To translate the optimized intermediate code into target machine code
or assembly code specific to the architecture of the target machine.
« Components:

o Code Generator: The tool that performs this translation. It converts the
intermediate code into low-level instructions that can be executed by the
target machine.

Example:
The intermediate code t1 = a + b might be translated into assembly code like:

LOAD a
ADD b
STORE t1

7. Code Linking and Assembly

» Purpose: To combine various code modules into a single executable program and
resolve references between them. This phase includes linking libraries and
resolving addresses.

« Components:

o Linker: The tool that performs code linking, combining object files into an
executable.

o Assembler: The tool that translates assembly code into machine code.

Example:
Linking combines object files and libraries into a final executable program.

8. Error Handling

» Purpose: To detect and report errors at various stages of compilation. Effective
error handling provides meaningful feedback to the programmer.
« Components:

o Error Reporter: The tool or mechanism that reports syntax, semantic, and
runtime errors.

Example:

The error reporter might generate an error message indicating an undeclared variable
or a syntax error in the source code.

Overall Flow of Compilation

1. Source Code: The input code written by the programmer.
2. Lexical Analysis: Tokens are generated from the source code.



. Syntax Analysis: A parse tree or AST is generated.
. Semantic Analysis: The AST is checked for semantic correctness.

3
4
5. Intermediate Code Generation: Intermediate code is produced.
6. Code Optimization: The intermediate code is optimized.

/. Code Generation: Target machine code is generated.
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. Code Linking and Assembly: The final executable program is created.

Lexical Analysis

Lexical Analysis is the first phase of a compiler, where the source code is processed
to produce tokens. These tokens are the basic building blocks of the source code and
represent keywords, operators, identifiers, and other fundamental elements.

The Role of the Lexical Analyzer

The Lexical Analyzer, also known as the scanner or lexical scanner, has several key
roles:

1. Tokenization: It reads the input source code and divides it into tokens. Each
token represents a basic element of the language, such as keywords, operators,
and identifiers.

2. Ignoring White Space and Comments: |t removes irrelevant characters, such as
white spaces and comments, which are not needed for the syntactic and
semantic analysis.

3. Error Reporting: It detects and reports lexical errors, such as invalid characters
or malformed tokens.

4. Generating Tokens: It provides tokens to the syntax analyzer (parser) along with
information about their type and possibly their value.

Example:
For the source code int x = 10;, the lexical analyzer would produce tokens like int,
x, =,10,and ;.

Input Buffering

Input Buffering is a technique used to efficiently handle the source code input,
especially when the input is large. The main goal is to minimize the number of read
operations on the input source.

Techniques:



1. Single Buffering: The entire source code is loaded into a single buffer. This is
simple but can be inefficient for large files.

2. Double Buffering: Uses two buffers to handle input. While one buffer is being
processed, the other is being filled with the next part of the input. This technique
reduces the time spent waiting for I/O operations and improves efficiency.

3. Buffer Management: The lexical analyzer reads characters from the buffer,
processes them, and handles buffer transitions as needed. This ensures smooth
and continuous reading of the source code.

Example:
In double buffering, if one buffer contains the first half of the source code, the second
buffer can be filled with the next part while the first buffer is being processed.

Recognition of Tokens

Token Recoghnition is the process of identifying tokens from the input stream based
on predefined patterns or rules. This is typically done using regular expressions or
finite automata.

Process:

1. Pattern Matching: The lexical analyzer uses regular expressions to match
sequences of characters to token patterns. Each token type (e.g., keywords,
operators) has a corresponding regular expression.

2. Finite Automata: Often, a finite automaton is used to recognize tokens. The finite
automaton processes the input character by character and transitions between
states based on the input and the token patterns.

3. Token Generation: Once a pattern is matched, the lexical analyzer generates a
token and passes it to the syntax analyzer.

Example:
For the input int x = 10;, the lexical analyzer would recognize tokens like:

int (keyword)

x (identifier)

= (operator)

10 (integer literal)

; (delimiter)



The Lexical-Analyzer Generator Lex

Lex is a tool used to generate lexical analyzers. It automates the creation of scanners
based on regular expressions and patterns defined by the user.

Features of Lex:

1. Specification File: Lex uses a specification file (usually witha .1 or .lex

extension) that defines regular expressions for token patterns and actions to be
performed when a pattern is matched.

2. Finite Automaton: Lex generates a finite automaton based on the regular

expressions in the specification file. The generated code can then be compiled
and used as a lexical analyzer.

3. Integration with Yacc: Lex is often used in conjunction with Yacc (Yet Another
Compiler Compiler), which is a tool for generating parsers. Lex handles lexical
analysis, while Yacc handles syntax analysis.

Example Lex Specification File:
%{

#tinclude <stdio.h>
#include <stdlib.h>

%}

%%

int { printf("Keyword: int\n"); }
[a-zA-Z_][a-zA-Z_0-9]* { printf("Identifier: %s\n", yytext); }
[0-9]+ { printf("Number: %s\n", yytext); }

[ \t\n]+ { /* Ignore whitespace */ }

{ printf("Unknown character: %s\n", yytext); }
%%

int yywrap() {
return 1;

How Lex Works:



1. Lex Specification: The user defines patterns and associated actions in the Lex
specification file.

2. Lex Generation: Lex processes the specification file and generates C code for
the lexical analyzer.

3. Compilation: The generated C code is compiled into an executable scanner.

4. Execution: The scanner reads the source code, recognizes tokens, and outputs
them.

Syntax Analysis

Syntax Analysis, also known as parsing, is the second phase of a compiler where the
sequence of tokens produced by the lexical analyzer is analyzed to determine if it
conforms to the grammatical rules of the programming language. This phase is
responsible for checking the syntax of the source code and constructing a parse tree
or abstract syntax tree (AST).

Introduction

Syntax analysis ensures that the source code adheres to the correct syntax of the
programming language. It builds a hierarchical structure (parse tree or AST) that
represents the syntactic structure of the code.

Context-Free Grammars

Context-Free Grammars (CFGs) are formal grammars used to describe the syntax of
programming languages. They consist of a set of production rules that define how
symbols can be replaced with other symbols.

Components of a CFG:

1. Terminals: The basic symbols from which strings are formed (e.g., keywords,
operators).

2. Non-Terminals: Symbols that can be replaced by groups of terminals and non-
terminals (e.g., expressions, statements).

3. Start Symbol: A special non-terminal symbol from which parsing begins.

4. Production Rules: Rules that define how non-terminals can be replaced by
combinations of terminals and non-terminals.

Example CFG:



E->E+T| T
T>T*F|F
F> (E) | id

Here, E, T, and F are non-terminals, and +, *, (, ), and id are terminals.
Writing a Grammar

Writing a grammar involves defining the production rules that describe the syntactic
structure of a language. This requires specifying how different constructs of the
language can be formed.

Steps to Write a Grammar:

1. Identify Terminals and Non-Terminals: Determine the basic symbols and their
groupings.

2. Define Production Rules: Create rules that describe how non-terminals can be
expanded into terminals and other non-terminals.

3. Specify the Start Symbol: Define the starting point for parsing.

Example Grammar for Arithmetic Expressions:

Expr » Expr + Term | Term
Term > Term * Factor | Factor

Factor » ( Expr ) | number

Top-Down Parsing

Top-Down Parsing starts from the start symbol and attempts to rewrite it into the
input string by applying production rules. It tries to match the input with the expected
structure.

Types of Top-Down Parsing:

1. Recursive Descent Parsing: A simple form of top-down parsing where each non-
terminal in the grammar is implemented as a function. These functions recursively
call each other based on the input tokens.

2. Predictive Parsing: Uses a parsing table to decide which production rule to
apply. It is more efficient than general recursive descent parsing and is used in
LL(1) parsing, where "LL" stands for Left-to-right scan and Leftmost derivation,
and "1" stands for one lookahead token.



Example of Recursive Descent Parser:
For a simple grammar Expr - Expr + Term | Term, you might have functions like
parseExpr and parseTerm that call each other based on the input tokens.

Bottom-Up Parsing

Bottom-Up Parsing starts from the input tokens and attempts to construct the parse
tree up to the start symbol. It generally involves reducing the input by applying
production rules in reverse.

Types of Bottom-Up Parsing:

1. Shift-Reduce Parsing: This method involves shifting input tokens onto a stack
and then reducing them using production rules to form non-terminals. It is used in
LR parsing.

2. LR Parsing: A more sophisticated form of bottom-up parsing that can handle a
larger class of grammars compared to simple shift-reduce parsing.

Example of Shift-Reduce Parsing:
For the grammar Expr - Expr + Term | Term, the parser might shift tokens onto a
stack and then reduce them by applying the rules until it constructs the start symbol.

Introduction to LR Parsing

LR Parsing is a powerful bottom-up parsing technique that can handle a wide range of
grammars, including those with more complex structures.

Types of LR Parsers:

1. Simple LR (SLR) Parsing: The simplest form of LR parsing. It uses a simpler
method of constructing the parsing table and handling conflicts, but is limited in
the types of grammars it can handle.

2. Canonical LR Parsing: A more general and powerful form of LR parsing. It uses a
more comprehensive method to construct the parsing table and can handle a
broader range of grammars.

3. Look-Ahead LR (LALR) Parsing: An optimization of canonical LR parsing. It
combines states in the canonical LR table to create a more compact parsing table
while still maintaining the ability to parse a wide range of grammars.

Key Concepts:

» Parse Table: Contains information about which actions to take (shift, reduce,
accept, or error) based on the current state and lookahead token.



« States: Represent different stages of the parsing process. Transitions between
states are determined by the parse table.

« Actions: Include shifting tokens onto the stack, reducing by applying production
rules, accepting the input, or reporting errors.

Example of LR Parsing:

For the grammar Expr - Expr + Term | Term, an LR parser would construct a parse
table based on the grammar's states and transitions, allowing it to handle more
complex expressions and nested structures.

Unit5

Syntax-Directed Translation

Syntax-Directed Translation (SDT) refers to a method of associating semantic rules
with the syntax of a programming language to produce intermediate code or directly
translate source code into target code. It leverages the syntactic structure of the code
to guide the translation process, ensuring that semantic aspects are correctly handled.

Syntax-Directed Definitions

Syntax-Directed Definitions (SDDs) are formal systems used to specify the
semantics of programming languages based on their syntax. An SDD consists of:

1. Syntax Rules: Define the structure of the language (usually given by a context-
free grammar).

2. Semantic Rules: Specify how to compute attributes based on the syntax rules.
Components:

« Attributes: Information associated with grammar symbols. Attributes can be
synthesized (computed from the children) or inherited (passed down from the
parent).

« Attribute Grammars: Extend context-free grammars by associating attributes
and semantic rules with production rules.

Example of an SDD:

Consider the grammar for simple arithmetic expressions:



Expr - Expr + Term
| Term
Term » Term * Factor
| Factor
Factor » ( Expr )

| number

Semantic rules might be:
e For Expr » Exprl + Term, the value of Expr is Exprl.value + Term.value.
e For Term » Terml * Factor, the value of Term is Terml.value * Factor.value.

Evaluation Orders for SDDs

Evaluation Orders dictate the sequence in which semantic rules are applied during
syntax-directed translation. The order affects how attributes are computed and how
the translation process unfolds.

Common Evaluation Orders:

1. Top-Down: Evaluate attributes from the root of the parse tree downward. This is
often used with L-attributed definitions where attributes are computed as the
parse tree is constructed from top to bottom.

2. Bottom-Up: Evaluate attributes from the leaves of the parse tree upward. This
approach is commonly used with S-attributed definitions where attributes are
computed as the parse tree is processed from bottom to top.

Example:
For the grammar Expr - Exprl + Term, using a top-down approach:

» Compute attributes for Expri.
o Compute attributes for Term.
o Compute the attribute for Expr based on the results from Expril and Term.

Syntax-Directed Translation Schemes

Syntax-Directed Translation Schemes (SDTSs) describe how semantic actions are
integrated into the parsing process. They define both the syntax and the associated
actions to perform during parsing.

Components:



1. Translation Actions: Actions performed during parsing to produce target code or
intermediate representations.

2. Parse Trees: Used to guide the application of translation actions based on the
syntactic structure of the input.

Types of SDTSs:

1. Attributed Translation Schemes: Use attributes to hold intermediate results
during parsing. Semantic actions are performed when attributes are updated.

2. Actions Embedded in Grammar Rules: Actions are directly embedded in the
production rules of the grammar. These actions are executed as the parser
processes the input.

Example:

For the grammar Expr - Exprl + Term with an embedded action:
Expr - Exprl + Term {Expr.value = Exprl.value + Term.value}

Here, Expr.value is computed during parsing based on the values of Exprl and

Term.
Implementing L-Attributed SDDs

L-Attributed Syntax-Directed Definitions (L-Attributed SDDs) are a class of
attribute grammars where attributes can be evaluated in a single left-to-right scan of
the parse tree. This is particularly useful for top-down parsing methods.

Characteristics:

« L-Attributed: Attributes are computed in a left-to-right order, meaning attributes
are either synthesized from children or inherited from the parent. The inherited
attributes are passed from parent to child.

» Evaluation Constraints: For an SDD to be L-attributed, the attributes must be
computable using only the attributes of the left siblings (i.e., no lookahead is
required).

Example of an L-Attributed SDD:

Consider the following grammar:



S->AB
A - a
B-b

Semantic rules might be:

e S.value = A.value + B.value

o A.value = 1 (synthesized attribute)

2 (synthesized attribute)

e B.value

Here, S.value is computed by summing A.value and B.value. Since attributes are
only dependent on the current and left siblings, the grammar is L-attributed.

Implementation Steps:

1. Define the Grammar: Write the grammar rules with associated attributes and
semantic actions.

2. Implement the Semantic Actions: Write code to perform the actions specified in
the semantic rules.

3. Parse and Evaluate: Use a parser to process the input and apply semantic
actions to compute attributes.

Intermediate-Code Generation

Intermediate-Code Generation is a phase in a compiler where the source code is
translated into an intermediate representation (IR) that is easier to manipulate and
optimize than the original source code but is not yet in the final machine code format.
The purpose of intermediate code is to bridge the gap between high-level language
constructs and low-level machine instructions, allowing for optimization and
simplification before generating the final target code.

Variants of Syntax Trees

Syntax Trees represent the hierarchical structure of source code according to its
grammar rules. During intermediate code generation, syntax trees can be transformed
into various forms to aid in code optimization and generation.

Variants of Syntax Trees:

1. Abstract Syntax Trees (ASTs):

- Description: A simplified version of the syntax tree that abstracts away
unnecessary details and focuses on the core structure of the source code.

« Usage: ASTs are used for high-level optimizations and transformations, as
they represent the essential elements of the code without being bogged



down by syntactic details.

2. Concrete Syntax Trees:

- Description: Detailed trees that include all syntactic elements, including
whitespace and punctuation. They represent the exact structure of the
source code as it appears.

« Usage: Concrete syntax trees are used for parsing and error reporting, as
they provide a complete view of the source code.

3. Annotated Syntax Trees:

- Description: Trees that include additional information, such as type
annotations or semantic information, along with the syntactic structure.

« Usage: Useful for semantic analysis and intermediate code generation, as
they provide both the structure and additional context needed for further
processing.

4. Three-Address Code (TAC):

- Description: A low-level intermediate representation that breaks down
expressions into a sequence of instructions, each with at most three
addresses or operands.

« Usage: TAC is used for code optimization and generation, as it simplifies
complex expressions and makes it easier to perform optimizations such as
common subexpression elimination.

Three-Address Code (TAC)

Three-Address Code is a type of intermediate code used in many compilers. It
represents computations and operations in a simplified form that is easier to analyze
and optimize. Each instruction in TAC typically involves three components: two
operands and a result.

Components of TAC:

1. Operation: The operation to be performed, such as addition, subtraction,
multiplication, or assignment.

2. Operands: The inputs to the operation, which can be constants, variables, or
temporary values.

3. Result: The output of the operation, usually a temporary variable.

Format:

result = operandl op operand2

Example:



Given the expression a = b + ¢ * d, the corresponding TAC might be:

t1 =c *d
t2 = b + t1
a = t2

In this example:

o t1 is atemporary variable that holds the result of ¢ * d.
« 12 is another temporary variable that holds the result of b + t1.
« Finally, a is assigned the value of t2.

Advantages of TAC:

1. Simplification: TAC simplifies complex expressions into simpler instructions,
making it easier to analyze and optimize code.

2. Optimization: Enables various optimizations such as common subexpression
elimination, instruction scheduling, and dead code elimination.

3. Target Independence: Provides a representation that is independent of the
target machine, facilitating easier generation of machine-specific code.

Examples of TAC Instructions:

1. Arithmetic Operation:

tl =x +y

2. Assignment:

a=>b

3. Conditional Branch:

if x < y goto L1

4. Label:

L1:



5. Function Call:

call £, 2
6. Return:
return til

Run-Time Environments

Run-Time Environments refer to the various structures and mechanisms that a
compiler and runtime system use to manage the execution of a program. They handle
aspects such as memory allocation, function calls, and access to variables.
Understanding the run-time environment is crucial for ensuring efficient execution and
proper management of resources during program execution.

Stack Allocation of Space

Stack Allocation is a method used to manage memory for variables and function calls
during program execution. The stack is a region of memory that grows and shrinks as
functions are called and return.

Key Concepts:

1. Function Calls and Returns:

« When a function is called, a new stack frame is created. This frame includes
space for local variables, parameters, and return addresses.

« When the function returns, its stack frame is popped off the stack, and
control is returned to the calling function.

2. Local Variables:

« Local variables are allocated space on the stack within the function’s stack
frame. This space is automatically reclaimed when the function returns.

3. Function Parameters:

« Parameters passed to a function are also allocated space in the stack frame.
They are typically pushed onto the stack before the function call and
accessed by the function during execution.

Example:

Consider the following code:



foo( x) {
y =X + 1

« When foo is called, a stack frame is created with space for x and vy.

« After foo completes, its stack frame is removed, and the memory used by x and
y is freed.

Access to Nonlocal Data on the Stack

Nonlocal Data refers to variables that are not local to the current function but are
accessed from within it. Handling nonlocal data on the stack involves managing
variables that are defined in outer scopes or in different functions.

Techniques for Accessing Nonlocal Data:

1. Static Link: A static link (or access link) is used to connect each stack frame to

the frame of the calling function. This allows access to variables in the caller's
scope.

2. Dynamic Link: A dynamic link connects each stack frame to the previous frame.

This is useful for accessing nonlocal data when stack frames are dynamically
created and destroyed.

Example in Nested Functions:

outer() {
a = 16;
inner() {

printf("%d", a); // Access nonlocal variable 'a‘

}

inner();

« When inner is called, it needs to access a from outer.

« The stack frame for inner will use a static link to reach the frame for outer to
access a.



Heap Management

Heap Management involves allocating and deallocating memory dynamically during
program execution. Unlike the stack, which has a fixed size and is managed
automatically, the heap allows for more flexible and complex memory management.

Key Concepts:

1. Dynamic Memory Allocation:

« Allocation: Memory is allocated on the heap using functions like malloc or
new in C/C++.

- Deallocation: Memory is freed using functions like free or delete. Failure
to deallocate memory can lead to memory leaks.

2. Garbage Collection:

« Inlanguages with automatic memory management (e.g., Java, Python),
garbage collection is used to automatically reclaim memory that is no longer
in use.

« Garbage collectors periodically check for objects that are no longer
reachable and reclaim their memory.

3. Heap Fragmentation:

« External Fragmentation: Occurs when free memory is divided into small,
non-contiguous blocks, making it difficult to allocate large contiguous blocks
of memory.

« Internal Fragmentation: Occurs when allocated memory is larger than
needed, leading to wasted space within allocated blocks.

Example in C/C++:

* ptr = ( *Imalloc( ( i ); // Allocate memory for
10 integers
*ptr = 5; // Use allocated memory
free(ptr); // Deallocate memory when no longer needed

Example in Java:



int[] array = new int[10]; // Allocate memory for an array of 10
integers

array[0] = 5; // Use allocated memory

// Memory 1is automatically managed; no explicit deallocation is

needed



